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Biographic Summary

Joseph Gonzalez is an Associate Professor at UC Berkeley and a founding member of the Berkeley
Sky and RISE labs where he studies the design of next generation cloud systems and systems for
high-performance machine learning. The RISE Lab is an NSF Expedition center and both the Sky
and RISE Labs are backed by a consortium of leading international industrial sponsors. Gonzalez’s
research addresses problems in data systems, neural network design, compilers and distributed
systems for large scale machine learning, natural language processing computer vision, robotics,
autonomous driving, and graph analytics. Gonzalez has published over 100 papers in top-tier
venues spanning machine learning (JMLR, ICML, AISTATS, UAI, CVPR, ECCV, ICCV, RAL,
ICRA) and computer systems (VLDB, OSDI, NSDI, EuroSys, MLSys, SoCC). He has made
significant contributions to the design of efficient neural networks to reduce computation and
enable meta-learning. His work on both graph systems and prediction serving systems helped
define their respective disciplines. Gonzalez also led the development and teaches the large upper-
division data science class (Data100). Outside of Berkeley, Gonzalez is co-founder and VP of
product at Aqueduct Inc. Prior to joining Berkeley, Gonzalez co-founded Turi Inc (formerly
GraphLab) based on his thesis work and created the GraphX project (now part of Apache Spark).
Gonzalez’s innovative work has earned him significant recognition, including the Okawa Research
Grant, the NSF Expedition Award, and the NSF Early CAREER Award.

For more information visit http://eecs.berkeley.edu/~jegonzal.

Employment and Professional Experience

Nov 2020 — Present Co-founder, Aqueduct
July 2021 — Present Associate Professor in the EECS Department
Jan 2016 — July 2021 Assistant Professor in the EECS Department
May 2013 — July 2016 Co-founder at Turi Inc., Acquired by Apple Inc.
Jan 2013 — July 2015 Post-doc in the UC Berkeley AMPLab
June 2011 — Aug 2011 Yahoo! Research Intern
June 2007 — Aug 2007 AT&T Labs Intern

Education

Ph.D., Machine Learning: December 2012. Machine Learning Department, School of Computer Sci-
ence at Carnegie Mellon University.

Title: “Parallel and Distributed Algorithms and Systems for Probabilistic Reasoning.”

Thesis Advisor: Carlos Guestrin

M.S., Machine Learning: December 2009. Machine Learning Department, School of Computer Science
at Carnegie Mellon University.

B.S. with Honors, Computer Science: June 2006. California Institute of Technology.

http://eecs.berkeley.edu/~jegonzal


Awards

• Sigmod Systems Award [2022]: Award for work on Apache Spark: an innovative, widely-used,
open-source, unified data processing system encompassing relational, streaming, and machine-learning
workloads.

• NSF Early CAREER Award [2019]: Funding awarded for research into the design of models and
system for efficient prediction. Details: ”CAREER: Towards the Design of Models and Systems for
Efficient Prediction” (Award number 1846431).

• Okawa Foundation Research Grant Award [2018]: Funding award for research into the design
of systems for machine learning life-cycle management.

• Nominated for ACM Dissertation Award [2013]: My thesis was nominated by CMU for the
ACM Dissertation Award.

• AT&T Labs Fellowship (2007): Graduate research stipend for academic achievement as an under-
represented minority.

• NSF Graduate Research Fellowship (2007): Graduate research stipend for 3 years.

• NASA Space Act Award (2005): Awarded for a sizeable contribution to space exploration.

• NASA Inventions and Contributions Board Award (2005): Awarded for the development of
an innovative new technology that has made a contribution to space exploration.

• Caltech Presidential Award (2002-2006): I was awarded tuition for research and academic
achievements.
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Dependencies”. In: CoRR abs/1603.03336 (2016). arXiv: 1603.03336. url: http://arxiv.org/
abs/1603.03336.

[35] Joseph E. Gonzalez, Peter Bailis, Michael I. Jordan, Michael J. Franklin, Joseph M. Hellerstein, Ali
Ghodsi, and Ion Stoica. “Asynchronous Complex Analytics in a Distributed Dataflow Architecture”.
In: CoRR abs/1510.07092 (2015). arXiv: 1510.07092. url: http://arxiv.org/abs/1510.07092.

Other Technical Reports and Invited Publications

[1] David Patterson, Joseph Gonzalez, Urs Hölzle, Quoc Le, Chen Liang, Lluis-Miquel Munguia, Daniel
Rothchild, David R. So, Maud Texier, and Jeff Dean. “The Carbon Footprint of Machine Learning
Training Will Plateau, Then Shrink”. In: Computer 55.7 (2022), pp. 18–28. doi: 10.1109/MC.2022.
3148714. url: https://arxiv.org/abs/2204.05149.

[2] David E. Culler, Prabal Dutta, Gabe Fierro, Joseph E. Gonzalez, Nathan Pemberton, Johann
Schleier-Smith, Kalyanaraman Shankari, Alvin Wan, and Thomas Zachariah. “CoVista: A Uni-
fied View on Privacy Sensitive Mobile Contact Tracing”. In: IEEE Data Eng. Bull. 43.2 (2020),
pp. 83–94. url: http://sites.computer.org/debull/A20june/p83.pdf.

[3] Eric Jonas, Johann Schleier-Smith, Vikram Sreekanti, Chia-Che Tsai, Anurag Khandelwal, Qifan Pu,
Vaishaal Shankar, Joao Menezes Carreira, Karl Krauth, Neeraja Yadwadkar, Joseph E. Gonzalez,
Raluca Ada Popa, Ion Stoica, and David A. Patterson. Cloud Programming Simplified: A Berkeley
View on Serverless Computing. Tech. rep. UCB/EECS-2019-3. EECS Department, University of
California, Berkeley, Feb. 2019. url: http://www2.eecs.berkeley.edu/Pubs/TechRpts/2019/
EECS-2019-3.html.

[4] Dan Crankshaw, Joseph E. Gonzalez, and Peter Bailis. “Research for Practice: Prediction-Serving
Systems”. In: Commun. ACM 61.8 (July 2018), pp. 45–49. issn: 0001-0782. url: http://doi.acm.
org/10.1145/3190574.

[5] Ion Stoica, Dawn Song, Raluca Ada Popa, David A. Patterson, Michael W. Mahoney, Randy H.
Katz, Anthony D. Joseph, Michael Jordan, Joseph M. Hellerstein, Joseph E. Gonzalez, Ken Gold-
berg, Ali Ghodsi, David E. Culler, and Pieter Abbeel. A Berkeley View of Systems Challenges for
AI. Tech. rep. UCB/EECS-2017-159. EECS Department, University of California, Berkeley, Sept.
2017. url: http://www2.eecs.berkeley.edu/Pubs/TechRpts/2017/EECS-2017-159.html.

[6] Rong Gu, Qianhao Dong, Haoyuan Li, Joseph E. Gonzalez, Zhao Zhang, Shuai Wang, Yihua Huang,
Scott Shenker, Ion Stoica, and Patrick P. C. Lee. DFS-Perf: A Scalable and Unified Benchmarking
Framework for Distributed File Systems. Tech. rep. UCB/EECS-2016-133. EECS Department, Uni-
versity of California, Berkeley, July 2016. url: http://www2.eecs.berkeley.edu/Pubs/TechRpts/
2016/EECS-2016-133.html.
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[7] Matei Zaharia, Reynold S. Xin, Patrick Wendell, Tathagata Das, Michael Armbrust, Ankur Dave,
Xiangrui Meng, Josh Rosen, Shivaram Venkataraman, Michael J. Franklin, Ali Ghodsi, Joseph E.
Gonzalez, Scott Shenker, and Ion Stoica. “Apache Spark: A Unified Engine for Big Data Processing”.
In: Commun. ACM 59.11 (Sept. 2016), pp. 56–65. issn: 0001-0782. url: https://doi.acm.org/
10.1145/2934664.

[8] Joseph E. Gonzalez. “From Graphs to Tables the Design of Scalable Systems for Graph Analytics”.
In: Proceedings of the 23rd International Conference on World Wide Web. WWW ’14 Companion.
Seoul, Korea: ACM, 2014, pp. 1149–1150. isbn: 978-1-4503-2745-9. url: https://doi.acm.org/
10.1145/2567948.2580059.

Journal Editor

• [2020] Editor of the IEEE Data Engineering Bulletin Special Issue: Data Technologies
Behind Digital Contact Tracing

• [2018] Editor of the IEEE Data Engineering Bulletin Special Issue: Machine Learning Life-
cycle Management

Selected Invited Talks

• [2022] Invited Speaker at the Cloud Intelligence and AIOps Workshop The Evolution of
Model Deployment from the Cloud to the Sky

• [2022] Invited Speaker at the China Database Committee Conference The Co-Evolution of
Data and ML Systems from the Cloud to the Sky

• [2021] UC Berkeley Office of the CTO Cloud Computing Meetup To the Cloud and Beyond
A Brief View of Cloud Computing Research at UC Berkeley

• [2020] Speaker in the Colloquium Lecture Series hosted by the Department of Computer
and Information Science at the University of Pennsylvania Advances in Machine Learning
Systems Research

• [2020] Keynote Speaker at the 14th Annual Machine Learning Symposium at the New
York Academy of Sciences Advances in AI-Systems Research

• [2020] Interviewed on This Week in Machine Learning Podcast

• [2020] Keynote at the International Solid-State Circuits Conference Forum on Machine
Learning Processors Hardware Opportunities in the Machine Learning Lifecycle

• [2020] Keynote at the Workshop on MLOps (co-located and MLSys’20): Advances in Pre-
diction Serving Systems

• [2019] Spoke in a Panel for Hispanic Engineers and Scientists (HES): Discussed career
planning and my research trajectory to undergrads at UC Berkeley.

• [2018] Data Eng Conference Keynote Managing the Machine Learning Lifecycle

• [2018] ISAT TAMALE Workshop Presentation: This invitation only workshop covered the
Tools and Algorithms for Machine learning. Gonzalez presented his work on prediction serving and
experiment management systems.

• [2017] SOSP Workshop Keynote Research at the Intersection of AI and Systems
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• [2017] AAAI Systems Workshop Keynote Rise to the Challenges of AI Systems

• [2016] ICML Workshop Keynote Prediction Serving: What happens after learning?

• [2015] NIPS Workshop Keynote Intelligent Services: Serving Machine Learning Predictions

• [2015] ODSC Intelligent Services: Serving Machine Learning Predictions

• [2015] CIDR Talk The Missing Piece in Complex Analytics: Low Latency, Scalable Model Manage-
ment and Serving with Velox

• [2014] OSDI Conference GraphX: Graph Processing in a Distributed Dataflow Framework

• [2014] Annual meeting of the International Society for Bayesian Analysis (ISBA) Concur-
rency Control For Scalable Bayesian Inference.

• [2014] Tutorial at the International Conference for Machine Learning (ICML) Emerging
Systems for Large-Scale Machine Learning.

• [2014] Session on Graph Algorithms Building Blocks at the International Parallel and
Distributed Processing Systems (IPDPS) GraphX: Unifying Table and Graph Analytics.

• [2014] NetApp ATG University Day Large Scale Graph Analytics: Applications and Systems

• [2014] Keynote Speaker: Workshop on Big Graph Mining at the International World
Wide Web Conference (WWW) From Graphs to Tables: The Design of Scalable Systems for
Graph Analytics.

• [2013] SIAM CSE’13 Minisymposium Frontiers in Large-Scale Graph Analysis Large-Scale
Graph-Structured Machine Learning: GraphLab in the Cloud and GraphChi in your PC

• [2012] OSDI Conference PowerGraph: Distributed Graph-Parallel Computation on Natural Graphs

• [2011] IDGA Data Center Consolidation Summit GraphLab: A New Parallel Framework for
Machine Learning

• [2010] DARPA Future Ideas Symposium Invited speaker at the DARPA future ideas symposium.

• [2009] UAI Conference. Distributed Parallel Inference on Large Factor Graphs

Advising

Postdocs

1. Jianfei Chen [2019-2021] Tsinghua University

2. Ionel Gog [2018-2021] Google Brain

3. Kirthevasan Kandasamy [2019-2021] UW-
Madison

4. Alexey Tumanov [2016-2019] Georgia Tech.

5. Matthew Wright [2019-2021]

6. Yaoqing Yang [2019-2022] Dartmouth



PhD Candidates

1. Francois Belletti (PhD) [2015-2018]: Thesis: Alternate Representations for Scalable Analysis and
Control of Heterogeneous Time Series

2. Daniel Crankshaw (PhD) [2015-2019]: Thesis: The Design and Implementation of Low-Latency Pre-
diction Serving Systems

3. Lisa Dunlap (PhD) [2021-Present]: Studying how to use language to correct biases in images.

4. Vlad Feinberg [2017-2018]: Studying model based variance reduction methods for reinforcement learn-
ing.

5. Yu Gai [2019-Present]: Studying graph neural networks for question answering.

6. Paras Jain [2018-Present]: Studying machine learning techniques applied to program analysis.

7. Richard Liaw[2017-2020]: Studying the design of systems for hyperparameter search.

8. Charles Lin [2019-2020]: Studying economics of serverless computing.

9. Kevin Lin [2019-Present]: Studying efficient training of NLP models.

10. Charles Packer [2019-Present]: Studying meta-reinforcement learning.

11. Shishir Patil [2019-Present]: Studying machine learning on edge devices.

12. Nathan Pemberton [2020-2022]: Thesis: The Serverless Datacenter: Hardware and Software Tech-
niques for Resource Disaggregation

13. Devin Petersohn [2015-2021]: Thesis: Dataframe Systems: Theory, Architecture, and Implementation

14. Suzanne Petryk [2019-Present]: Studying explainable computer vision for few shot learning.

15. Daniel Rothchild [2018-Present]: Studying federated learning and model design for chemistry.

16. Peter Schafhalter [2019-Present]: Studying the design of software systems for autonomous vehicles.

17. Eyal Sela [2018-Present]: Studying the design of prediction serving systems.

18. Vikram Sreekanti [2016-2020]: Thesis: The Design of Stateful Serverless Infrastructure

19. Brijen Thananjeyan [2018-2022]: Thesis: Safe Reinforcement Learning Using Learned Safe Sets

20. Alvin Wan [2018-Present]: Thesis: Efficiently Designing Efficient Deep Neural Networks

21. Xin Wang (PhD) [2016-2020]: Thesis:The Design of Dynamic Neural Networks for Efficient Learning
and Inference

22. Justin Wang [2020-present]: Learning based approaches to accelerate combinatorial optimization prob-
lems.

23. Sarah Wooders [2020-present]: Studying the design of feature stores in machine learning.

24. Neeraja Yadwadkar (PhD) [2015-2018]: Thesis: Machine Learning for Automatic Resource Manage-
ment in the Datacenter and the Cloud

25. Tianjun Zhang [2018-Present]: Studying multi-agent reinforcement learning.

26. Lianmin Zheng [2019-Present]: Studying tensor program optimization.



Masters Students

1. Raghav Anand [2019-2020]

2. Aman Dhar [2019-2020]

3. Edward Fang [2019-2020]

4. Daniel Ho [2019-2020]

5. Samvit Jain [2017-2019]

6. Sona Jeswani [2019-2020]

7. Alvin Kao [2019-2020]

8. Alexander Ku [2019-2020]

9. Scott Lee [2019-2020]

10. Eric Liu [2019-2020]

11. Ashwinee Panda [2019-2020]

12. Hari Subbaraj [2019-2020]

13. Victor Sun [2019-2020]

14. Nikita Vemuri [2019-2020]

15. Flora Xue [2019-2020]

16. Andy Yan [2019-2020]

17. Corey Zumar [2017-2018]

18. Yika Yujia Luo [2018-2019]

Undergraduate Research Assistants

1. Daiyaan Arfeen

2. Avinash Arjavalingam

3. Michael Chau

4. Saurav Chhatrapati

5. Harrisson Constantinio

6. Anusha Dandamudi

7. Ziyi Dou

8. Rehan Durrani

9. Tianren Gao

10. Noah Golmant

11. Jennifer Grannen

12. Yijie Huang

13. Weston Hughes

14. Yuxin Ji

15. Henry Jin

16. Sun Ah Lee

17. Cathy Li

18. Michael Luo

19. William Ma

20. Sean Meng

21. Simon Mo

22. Mong Ng

23. Aniruddha Nrusimha

24. Aditya Ramkumar

25. Allen Shen

26. Younjin Song

27. Ishaan Srivasta

28. Priya Sundaresan

29. Andrew Tan

30. Julie Yu

31. Anthony Yu

32. Bohan Zhai

33. Ziyun Zhao

34. Kevin Zhu

35. Tyler Zhu

36. Yitian Zou



Teaching

• Principles and Techniques of Data Science [Data100]: Joseph developed and teaches the large
upper division data science class at UC Berkeley. This class covers topics ranging from data cleaning
and visualization to machine learning and hypothesis testing with a focus on real-world data and
problems. Students from across campus take this class which routinely has more than 1000 students
a semester. For more information visit http://ds100.org.

• Conversations with Thought Leaders in Technology (CS198-100): Joseph developed and
co-hosted this class with Vik Singh external industry leader. This interactive zoom seminar class
created in the middle of the COVID-19 pandemic leveraged the virtual format to invite world class
technology leaders to speak with students about their careers and the lessons they learned. In this
class, we heavily leveraged slack and zoom to have student write and vote on questions that were then
used to drive the interactive interview. Speakers in this series included Henry Schuck, Sanjay Poonen,
Mamoon Hamid, Archana Agrawal, Hilary Mason, and Nick Caldwell.

• Machine Learning Systems [CS194-162]: Joseph developed and teaches the machine learning
systems graduate seminar. This graduate seminar covers key topics in machine learning systems
research and combines paper reading with structured paper discussions and class projects. For more
information visit https://ucbrise.github.io/cs294-ai-sys-sp22/.

• Introduction to Databases [CS186]: Joseph co-taught this 500+ student class with Joseph Heller-
stein and helped to update content and create a series of new lectures covering concepts at the inter-
section of databases and data science.

Workshops

• [2019] ACM-IMS Interdisciplinary Summit on the Foundations of Data Science: I co-
organized this event and moderated the panel: Deep Learning, Reinforcement Learning, and Role of
Methods in Data Science.

• [2019] SOSP ML Systems Workshop I co-organized the SOSP learning systems workshop. (http:
//learningsys.org/sosp19/index.html)

• [2019] NeurIPS ML Systems Workshop I co-organized the NeurIPS learning systems workshop.
(http://learningsys.org/neurips19/)

• [2019] Workshop on Human In the Loop Learning (HILL) I co-organized the first workshop
on Human in the Loop Learning co-located with ICML

• [2018] NIPS ML Systems Workshop: I co-organized the NIPS learning systems workshop. (http:
//learningsys.org/nips18/)

• [2018] NextProf Nexus Workshop I co-organized this three day workshop intended to strengthen
and diversify the next generation of academic leaders in engineering. (http://nextprof2018.engin.
umich.edu/nexus/)

• [2017] SOSP ML Systems Workshop I launched and co-organized the first SOSP learning systems
workshop. (http://learningsys.org/sosp17/)

• [2017] NIPS ML Systems Workshop I co-organized the NIPS learning systems workshop. (http:
//learningsys.org/nips17/)

• [2016] ICML ML Systems Workshop I co-organized the ICML learning systems workshop.
(https://sites.google.com/site/mlsys2016/)

• [2015] NIPS Learning Systems Workshop I help co-organize the NIPS learning systems workshop.
(http://learningsys.org)
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• [2014] DIMACS Workshop Organizer I organized the DIMACS workshop on the Systems and
Analytics of Big Data (http://dimacs.rutgers.edu/Workshops/Analytics/)

• [2013] NIPS Workshop Organizer I helped organize the third annual NIPS “Big Learning: Algo-
rithms, Systems, and Tools” workshop. (http://biglearn.org)

• [2012] NIPS Workshop Organizer I helped organize the second annual NIPS “Big Learning:
Algorithms, Systems, and Tools” workshop. (http://biglearn.org)

• [2011] NIPS Workshop Organizer I organized and led the workshop entitled “Big Learning:
Algorithms, Systems, and Tools for Learning at Scale” For more information visit the workshop
website http://biglearn.org

• [2009] NIPS Workshop Organizer I organized and led the first NIPS BigLearn workshop entitled
“Large-Scale Machine Learning: Parallelism and Massive Datasets.” For more information visit the
workshop website http://www.select.cs.cmu.edu/meetings/biglearn09

Funding Activities

• [2019] NSF National Science Foundation, CAREER: Towards the Design of Models and Systems
for Efficient Prediction. UCB Award ID: 047303-001. PI: Joseph Gonzalez (UC Berkeley). Total:
$450, 648.

• [2018] NSF National Science Foundation, ECDI: Secure Fog Robotics Using the Global Data Plane.
UCB Award ID: 045561-001. Co-PI: Joseph Gonzalez (UC Berkeley). Total: $2, 000, 000.

• [2018] NSF National Science Foundation, Expedition Award: Secure, Real-Time Decisions on Live
Data. UCB Award ID: 044393-001. Co-PI: Joseph Gonzalez (UC Berkeley). Total: $9, 999, 999.
Project length: 5 years.

• [2017] DOD Advanced Research Projects Agency, Hierarchical Learning-Guided Automatic Model
Discovery. UCB Award ID: 042431-001. Co-PI: Joseph Gonzalez (UC Berkeley). Total: $3, 811, 944.
Project length: 4 years.

• [2017-present] Raised gift funding for RISELab from Alibaba, Amazon, Ant Financial ARM, Ant,
Capital One, Ericsson, Facebook, Futurewei, GE, Google, Hauwei, IBM, Intel, Microsoft, Nvidia,
Scotiabank, Splunk, and VMware. Roughly $5, 000, 000 annually.

• [2013] Raised 6.75M in series A funding for the GraphLab Inc. startup.

• [2010] Applied for and was awarded a grant to have early access to the Intel Single-chip Cloud
Computer (SCC) as part of the Many-core Applications Research Community.

• [2008 - 2009] Helped Lead a DARPA Interdisciplinary Sciences and Technology Study
(ISAT) Group to investigate the future of parallel machine learning from an interdisciplinary
perspective I also participated in the final Woodshole annual ISAT meeting to prepare a proposal for
the DARPA director.

• [2008] Applied for and was awarded funding for (BAA 08-34) “Machine Learning and AI in the
context of Multicore and Cluster Computing.”

Reviewing

• [2021] OSDI Program Committee

• [2021] SysML Program Committee

• [2020] SysML Conference Workshop
Committee

• [2020] EuroSys Program Committee

• [2019] SOSP Program Committee

• [2019] MLSys (formerly SysML) Program
Committee

• [2018] ICML Area Chair

• [2018] LXAI Workshop Program Com-
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mittee

• [2018] MLSys (formerly SysML) Program
Committee

• [2018] Sigmod Program Committee

• [2017] AIStats Senior Program Commit-
tee

• [2016] VLDB PC Member (Best Re-
viewer Award)

• [2017] EuroSys PC Member

• [2016] ICML Reviewer

• [2016] AISTATS Reviewer

• [2014] OSDI External Review Committee

• [2014] HotCloud Review Committee

• [2014] ICML Reviewer

• [2013] Transactions on Pattern Analysis
and Machine Intelligence

• [2013] NIPS Reviewer

• [2013] Super Computing Reviewer

• [2012] Parallel Computing Reviewer

• [2010] ICML Reviewer

• [2009] JMLR Reviewer

• [2007] JMLR Reviewer

• [2007] IPSN Reviewer

Commercial Involvement

• Co-founder of Aqueduct Inc. (2020-Present): I co-founded this company with former students
and I am head of product.

• Advisory Board for AnyScale Inc. (2019-Present): I am an advisory for AnyScale.

• Advisory Board for DeepScale Inc. (2017-2019): I was an advisor for DeepScale and was
involved in technical discussions around vision and systems for autonomous driving.

• Turi Inc. (2013-2016): I co-founded Turi Inc. (formerly GraphLab Inc.) to commercialize my
research and help lead the initial technology roadmap. When Turi was acquired by Apple Inc. in July
of 2016 it had grown to over 50 employees and had raised nearly 25M in venture capital.

• Yahoo! Research (2011): Developed the next generation of the GraphLab abstraction to enable
large-scale machine learning on natural graphs derived from social media and web-content. (Alex
Smola: smola@yahoo-inc.com)

• AT&T Labs Research (2007): Developed models for statistically assessing DSL quality from
limited noisy data. (Steven Phillips: phillips@research.att.com)

• Intern at ADAPT (2006) Worked on an automated AdWords auction agent. I developed and
implemented models for assessing word value. (Alex Bäcker: alex@caltech.edu)

• Microsoft Developer Internship (2005): Worked with MSN Search team develop-
ing techniques to use behavioral information to identity search spam. (Greg Hullender:
greghull@windows.microsoft.com)

• Caltech Research Fellowship (2004): Developed a new query-less search technology that uses
prior reading interests to identify novel documents. (Alex Bäcker: alex@caltech.edu)

• NASA Jet Propulsion Labs Fellowship (2003): Developed a new algorithm for efficiently eval-
uating line-of-sight on digital elevation maps at JPL. (Robert Chamberlain: rgc@jpl.nasa.gov)

Publicly Released Software

• Alpa: A compiler for distributed deep learning. https://github.com/alpa-projects/alpa

• SkyPlane: Fast bulk data transfers across regions and clouds. https://skyplane.org

• RLlib: A distributed reinforcement learning system. https://docs.ray.io/en/master/rllib.html

• Tune: A system for distributed hyperparameter search and model development. https://docs.ray.
io/en/latest/tune.html

• Modin: A system for scalable execution of Pandas dataframes. https://modin.readthedocs.io/

https://github.com/alpa-projects/alpa
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• Clipper Prediction Serving System A system for serving predictions across a wide range of
machine learning frameworks. https://clipper.ai

• Opaque: Secure analytics on top of Apache Spark. https://github.com/mc2-project/opaque

• GraphX: A graph computation framework built into the widely adopted Apache Spark open-source
project. https://spark.apache.org/graphx/

• GraphLab/PowerGraph A sophisticated API for building parallel and distributed machine learn-
ing algorithms on top of multicore and cloud architectures. GraphLab generalizes the MapReduce
abstraction to support iterative asynchronous computation on graph structured dependent data.
http://graphlab.org

• Distributed SplashBP This library implements the SplashBP algorithm for factor graph inference
in the distributed setting using MPI. http://www.select.cs.cmu.edu/code/mpi_splash.tar.gz
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